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Abstract User profiling represents an important initial step in personalizing web
services and in building recommendation systems. Non-invasive profiling methods
monitor users’ behavior and infer interest profiles from their past actions. Most
existing profiling methods, which relate the users’ interests to a given ontology,
consider only the user’s past actions when calculating his/her profile. The pro-
filing algorithms use a time-decay function for users’ past actions to adapt the
profile to shifts in the user’s interests over time. In our work, we propose a hybrid
method that combines time-decay and profile correction using prototype profiles.
The additional profile correction step considers the interests of similar users and
expands the interest scores beyond the concepts detected in the user’s past ac-
tions, which facilitates faster profile adaptation to the user’s new interests. In our
experimental work, we experimented extensively with two real data sets: data of
an online advertising network and student data in an online e-learning environ-
ment. We measured the quality of the computed user profiles by correlating them
to users’ future actions. Experiments revealed that it is crucial to build the user’s
profile using a large number of events from his/her past and to update the profile
regularly. When we are unable to do so, the profile correction can be used to keep
the quality of the profile from dropping too low. The results show that our method
significantly outperforms existing ontological profiling methods.
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Faculty of Computer and Information Science, University of Ljubljana, Slovenia E-mail:
zoran.bosnic@fri.uni-lj.si
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1 Introduction

Accurate user profiles play an important role in personalization of web services
[28,19] and in recommendation systems [2,6]. A user’s profile is an aggregation of
the data associated with the user [4]. It can contain the user’s name, age, address,
preferences, records of his/her past activities, etc. A contextual profile usually
contains no personally identifiable information, but instead focuses on modeling
the user’s interests and/or preferences. Simple user profiles consisting of lists of
keywords [32] or topical categories with accompanying interest scores were recently
replaced by weighted ontologies (i.e., ontological profiles) [28,4,13,14,9] that allow
us to exploit the structure of the reference ontology and better model the user’s
interests [23].

Invasive methods [25] for user profile building (e.g., interviews, surveys and
questionnaires) were recently replaced by non-invasive methods [28,32,4], which
rely on the analysis of large quantities of user data. A popular assumption is that
by analyzing the user’s behavior we can uncover some hidden patterns, which can
then be used to provide useful recommendations or enhance the user experience.

In this article we present a robust user profiling method that uses a time-based
decay function and a profile correction technique to build ontological user profiles.
The ontological profiles model the user’s interests as an instance of an ontology
with interest weights assigned to the concepts in the ontology. A decay function
is used to calculate the importance of the user’s past actions which enables the
profile to quickly adapt to possible changes in the user’s interests. In the final
step we enrich the user’s profile using profile correction with prototype profiles.
We search the set of prototype profiles to find the one most similar to the user’s
profile and shift the interest weights in the user’s profile toward the weights in
the most similar prototype profile, i.e., the interests of similar users. The final
user profile contains a collaborative element and is therefore more than just an
aggregation of the user’s own actions. In our experiments we show the beneficial
effect of the profile correction technique.

Decay functions have been used extensively in user profiling [14] and other re-
search fields. The profile correction with prototype profiles, however, is our original
scientific contribution, and replaces the standard concept-expanding techniques,
such as spreading activation [28] and score propagation [4], which use only the
structure of the reference ontology to propagate the concept scores beyond those
detected in the user’s past actions..

We evaluate our method using real-life data from an advertising network and
an online classroom. We define the profile quality as the similarity between the
profile and the user’s future actions, i.e., the contents of websites that the user
visits after his/her profile was created. The evaluation process is designed to show
how the profile age and the amount of learning data affect the quality of the
users’ profiles. Our experiments include our proposed method AverageActionFC
(an average-based method with time-based Forgetting and profile Correction tech-
nique with prototype profiles) and several existing methods for building ontological
user profiles [4,14,28]. We show that our method builds profiles of higher qual-
ity that allow us to make better predictions regarding the future interests of web
users.

This paper is structured as follows. In Sect. 2 we discuss related work. We
continue in Sect. 3 with the description of our proposed method for ontological
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profile building and the mechanisms it uses. Sects. 4 and 5 contain the evaluation
of our method and a comparison to related methods. Finally, we conclude and
discuss the results in Sect. 6.

2 Related Work

The field of web user profiling has gained attention and become a very active field
of research [33]. Profiles are often used in web service personalization [28], recom-
mendation systems [32,6], mobile services [27] and e-learning [19] environments.

The design of a user profile is dependent mainly on the type of data available.
Invasive methods for user interest modeling, such as surveys or questionnaires,
require the user’s active participation in the process. Petrelli et al. [25] designed a
user-centered information system for museums. They collected user data through
short interviews before the beginning of the users’ tours of the museum.

The problem with the user’s involvement in the data collection process is that
their answers to the questions are subjective by definition. A study comparing self-
estimated and actual time spent on Facebook [15] showed that students greatly
overestimated their Facebook use.

Most modern research work relies on non-invasive methods, which are based
on aggregation of the user’s past activities. The main advantage of non-invasive
methods is that they are considered more user-friendly because we do not break
the user’s line of thought to burden him/her with our desire for information.
In addition, using the same interest modeling method for all users gives more
objective results [15].

The contextual profiles of web users are usually inferred from their clickstreams
and related data. Extraction of contextual information from the contents of the
websites usually involves various data-mining techniques. Enriching the contents
of websites with Resource Description Framework (RDF) tags [30] would eliminate
the need for web content processing - the RDF tags could be extracted by parsing
the head of the HTML document. This approach relies on website authors and
editors to add RDF tags to the websites. We share the authors’ belief that this
could quickly change once everyone involved recognizes the benefits.

Lacking RDF tags or similar solutions we are forced to mine contextual in-
formation from the contents of websites. Vivacqua et al. [32] profiled researchers
in Brazil using the i-ProSe algorithm. They used multiple information sources to
extract keyword-based profiles that are used to find suitable research partners and
provide decision support for project managers.

E-learning environments have recently become a popular research area. The
personalization of an e-learning system requires a source of information about the
students’ knowledge, interests and capabilities. Most personalization techniques
monitor a student’s interaction with the e-learning system and evaluate his/her
progress to adapt future assignments to the student’s needs [19].

Billsus and Pazzani [2] recognized the difference between the user’s short-term
and long-term interests. They built two separate interest models for each user and
used a hybrid model to personalize a news recommendation system.

Profiling methods often use general ontologies (e.g., DMOZ [7]) as an additional
source of information. More specific domain ontologies can be built by human
experts or automatically [20].
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Eyharabide et al. [9] successfully enriched user profiles using association rules,
ontological knowledge and spreading activation. Their results on only 1877 events
from 52 students, however, have limited value.

Middleton et al. [23] developed two recommendation systems and compared
traditional user profiles to ontological profiles. Their results show that the use of
ontological profiles greatly improves the recommendation accuracy of their systems
which can be directly attributed to the integration of knowledge from the ontology.

Search engine personalization can rely on the user’s short-term [4] or long-term
[28] interest models. Both, [4] and [28], used the “Open Directory Project” (ODP)
as an information source in their research. Daoud et al. [4] divided the user’s search
history into sessions using session boundary recognition. For the duration of each
session they constructed a graph-based profile and updated interest scores with the
score propagation mechanism. The best results were obtained using the Kendall
rank correlation measure for the session boundary recognition. The evaluation of
their method on HARD 2003 TREC data [31] showed a significant improvement
in search accuracy.

Beitzel et al. [1] studied the queries web users sent to a search engine. Their
analysis of the web logs revealed that the popularity of some topics is highly
dependent on the time of day.

Sieg et al. [28] concentrated on the user’s long-term interests to personalize
search engine results. They used a spreading activation algorithm to build an
ontological user profile and evaluated their method by simulating web users. The
personalized search results were shown to be more relevant to the user’s interests.

WebDCC [13] uses conceptual clustering to build a hierarchical representation
of the user’s interests. The same authors use this algorithm in WebProfiler [14]
which builds an ontological user profile. They employ relevance feedback and time-
based forgetting to improve user profiles. Their experiments based on simulated
user interaction with an agent show that such profiles can effectively deal with the
changes in user’s interests.

Koidl et al. [16] used a web browser plug-in to track the behavior of web users
and to highlight relevant content. This method effectively captures every user’s
activity and can provide detailed information about the user’s habits. Although
this approach does make the modeling of the user’s interests transparent to the
user, it is not entirely non-invasive, because it still relies on the user to install the
web browser plug-in.

Content-based [2,6] recommendation systems rely on user profiles to provide
users with useful recommendations. Modern state-of-the-art collaborative filtering-
based recommendation systems use matrix factorization [17,3] to extract latent
features from collaboration data. Using these features, researchers were often able
to generate high-quality recommendations. The features describing a user, how-
ever, are incomprehensible and can be difficult to explain. Collaborative filtering
often suffers from the so-called cold-start problem when new users and items are
introduced into the recommendation system. Hybrid recommendation systems [6]
combat this problem by using both collaborative and semantic information.

Serrano et al. [26] showed that simple techniques, such as faking one’s pref-
erences or changing one’s pseudonym, can effectively be used to improve one’s
privacy by preventing e-commerce systems from building a good preference model.
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3 Method

In this section we first define an ontology of topical categories and an ontological
user profile. We then give a detailed description of our proposed method Average-
ActionFC, starting with the two important techniques used by the method:

– The time-based decay function is used to calculate the importance of the user’s
past actions. Recent actions are considered to give better clues than older
actions as to what the user is interested in. We therefore assign a higher degree
of importance to recent actions when building the user’s profile. This enables
us to better model changes in the user’s interests over time.

– The list of user’s past actions is sometimes short and provides a very limited
source of information for profile building. The profile correction technique uses
a set of prototype profiles to enrich the user’s profile with the knowledge about
the interests of other users. The prototype profiles can be defined using domain
knowledge or, for example, with data mining algorithms. In this paper we
describe the profile correction technique and the algorithm for defining the
prototype profiles using profile clustering.

Definition 1 (Ontology of Topical Categories) An ontology of topical cat-
egories is an interconnected set of predefined topical categories, organized in a
tree-like structure. Each node represents a topical category that is a generaliza-
tion of its child nodes.

Definition 2 (Ontological User Profile) An ontological user profile is an in-
stance of a reference ontology of topical categories that is used to model the user’s
interests. The profile consists of a vector of all ontology categories, each carrying
the user’s interest score for the corresponding category. The scores are normalized
so that their sum is 1.0.

We assume the following scenario. We are given a number of users and, for each
user, a series of actions performed by the user. All user actions are categorized using
an ontology of topical categories and have time-stamps associated with them. By
ordering the user’s actions with the timestamps, we obtain an unevenly spaced
time series of categorized actions that describes the user’s known history.

The objective of a profiling algorithm is to build an accurate model of the user’s
interests, i.e., an ontological user profile, which can then be used to predict his/her
interests in the future. The profile can be interpreted as a list of probabilities for
each category to appear in the future user actions.

3.1 Time-Based Forgetting

The idea behind time-based forgetting is that not all of a user’s past activities
are equally important and that the user’s most recent activities can tell us the
most about his/her interests. By assigning greater importance to the most recent
actions, we can also compensate for the changes in the user’s interests over time.

We use the logarithmic time-decay function given in Eq. (1) to assign impor-
tance to the user’s past activities. This is a declining function that assigns lower
importance to older actions, as they are less likely to match the user’s current
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interests. In the process of profile building, the user’s most recent action is consid-
ered to be the most important and is given importanceaction = 1. The importance
of older actions is calculated using Eq. (1). Giving recent actions more influence
on the user’s profile enables us to better compensate for the drifts in the user’s
interests [18,33,24].

importanceaction =
1

1 + loga(ageaction + 1)
(1)

The base of the logarithm in Eq. (1), denoted by a, controls the speed of
forgetting. Smaller values of a translate into faster forgetting. The importance of
an action is calculated based on its age. We define ageaction as the amount of
time passed since it occurred. The value of a can be adjusted to suit the scenario
and the user’s habits. Fig. 1 shows several different rates of action importance
reduction.

Fig. 1 Different weighting functions used to assign importance to an event based on its age.
The solid line represents no forgetting. The dotted line shows absolute forgetting where we
only remember the last action that took place and ignore all earlier actions. The dashed line
shows a moderate rate of forgetting where the importance of the action was calculated using
the logarithmic time-decay function Eq. (1) with the base of the logarithm a = 100.

3.2 Identifying Prototype Profiles

The user’s past actions are often a very limited source of information. Researchers
have shown that it is feasible to expand ontological user profiles with techniques,
such as spreading activation [28] or score propagation [4]. These techniques exploit
the structure of the ontology to put additional scores to concepts that were not
detected in the user’s actions but are semantically close to the detected concepts.

We propose replacing ontology-based techniques with profile correction using
prototype profiles. The prototype profiles are a representation of the background
knowledge about the user population and can be defined by a domain expert or
by analyzing past data.

Our approach includes examination of the population of users and clustering
their profiles into groups. The profile for each user in the population is built using
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a simple algorithm called “AverageAction” (see Alg. 1). We then use the standard
k-means clustering algorithm [22] to cluster user profiles into groups. The centroid
of each group is called a “prototype profile”; it represents common interests of a
significant number of users.

ALGORITHM 1: AverageAction profiling algorithm for a given user.

Input: ontology, actions
Output: profile
// profile initialization
foreach category do

profile[category]← 0
end
// build profile from user actions
foreach action do

foreach category do
profile[category]← profile[category] + action[category]

end

end
// normalize profile’s category scores
foreach category do

profile[category]← profile[category]/actions.length
end

A very commonly used similarity measure in data mining is the cosine similarity
[29]. The cosine similarity between two vectors is defined as the cosine of the angle
between them. It does not, however, take into account any dependence between
the vectors. Ganesan et al. [12] focused on similarities that exploit the hierarchical
domain structure and defined the generalized cosine similarity measure (GCSM)
as the natural generalization of the standard cosine similarity. We use the GCSM
in the clustering process to take advantage of the structure of the domain ontology.

The formula for GCSM (Eq. 2 and Eq. 3) looks similar to the formula for cosine
similarity. The difference is in the calculation of the product of two vector elements
(Eq. 4). The product of two elements takes into account the proximity between
them in the hierarchy and is calculated using the hierarchy-related functions depth
(the depth of a node in the hierarchy) and LCA (Lowest Common Ancestor).

simGCSM (A,B) =
A ·B√

A ·A ·
√

B ·B
(2)

A ·B =

n∑
i=1

n∑
j=1

ai · bj · li · lj (3)

li · lj =
2 · depth(LCA(li, lj))

depth(li) + depth(lj)
(4)

A well-known problem with the k-means algorithm is finding the optimal num-
ber of clusters k. We address this problem by experimenting with different values
of k to find out which set of prototype profiles works best on the domain.
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3.3 The AverageActionFC Method

We want our method to be robust and flexible. Time-based forgetting enables us to
compensate for changes in the user’s interests and to model a specific range (short-
term, long-term) of the user’s interests. Consequently, we are able to optimize the
user’s profile for its use in a specific time frame. Faster forgetting is useful for
modeling the user’s short-term interests and slower forgetting for his/her long-
term interests.

The user’s actions give better information about the user’s interests if a longer
history is known. In practice, however, the available user histories are often rather
short and therefore not very informative. By looking at the interest models of
similar users we can enrich the user’s profile with additional information. The
profile correction technique allows us to make more accurate predictions based on
the user’s profile.

ALGORITHM 2: AverageActionFC profiling algorithm that uses the time-
based forgetting function and profile correction with a set of prototype pro-
files.
Input: ontology, actions, fforget, prototypes, wcorrect

Output: profile
// profile initialization
foreach category do

profile[category]← 0
end
// build basic profile from user actions using the forgetting function
wsum ← 0
foreach action do

wforget ← fforget(ageaction)
foreach category do

profile[category]← profile[category] + wforget ∗ action[category]
end
wsum ← wsum + wforget

end
// normalize profile’s category scores
foreach category do

profile[category]← profile[category]/wsum

end
// build final profile using profile correction
prototype← find most similar(prototypes, profile)
foreach category do

xtyp ← wcorrect ∗ prototype[category]
profile[category]← (1− wcorrect) ∗ profile[category] + xtyp

end

The method AverageActionFC (see Alg. 2) is an extension of AverageAction
(see Alg. 1) that uses time-based Forgetting and profile Correction technique with
prototype profiles. It takes the following arguments:

– ontology - the reference ontology serves as a template for the user’s profile
– actions - the list of past user’s actions,
– fforget - the function that models time-based forgetting (see Sect. 3.1),
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– prototypes - the pre-calculated set of prototype profiles as described in Sect.
3.2,

– wcorrect - the weight for profile correction.

After initialization of the user’s profile, we build the user’s basic profile, which
is calculated using only the user’s own actions. This part of the method uses the
time-based forgetting function wforget given in Eq. (1) that takes into account the
timestamps of user actions.

The final part of the method is the profile correction. In this stage of the algo-
rithm, we attempt to introduce the collaborative information into the user’s basic
profile. We begin by finding the most similar prototype profile and then merge it
with the user’s basic profile. The weight for profile correction (denoted by wcorrect)
controls how much knowledge of the interests of similar users is incorporated into
the final user’s profile.

As is evident from Alg. 2 the time required to build a user profile increases
linearly with both the number of events in the learning data and the number of
categories in the ontology.

4 Experimental Results on Advertising Network Data

The web users in an online advertising network were tracked for 4 months using
HTTP cookies. Their activities during this period were logged and saved in the
clickstream files. The files contain visited URL addresses, timestamps, user ID
numbers and HTTP request headers. Due to potential privacy issues and invasive-
ness we did not collect any private user data, such as gender, age or geolocation.

The contents of every visited URL address were fetched and categorized using
a domain ontology (see Fig. 2) that was developed and is routinely used by the
advertising company. The ontology contains 130 topical categories organized in
an unbalanced tree structure with a maximum depth of 4. Each node in the tree
represents a topical category. The root node on the top of the tree represents
the most general category covering all topics, while the other nodes cover more
specific topics, such as entertainment, politics, economy, sports, etc. The content
of a website was categorized in a multi-target fashion, i.e., the content belonged
to every category with a certain probability.

Fig. 2 An illustration of a part of an ontological user profile. Each node represents a topical
category with an interest score.

The user clickstreams contained HTTP headers including the “User-Agent”
header line, which contains information about the user’s computer, more specifi-
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cally the name and version of the operating system and currently used web browser.
We used this information and the WURFL library [35] to distinguish desktop users
from mobile users. We conducted our research separately for each user population.

4.1 Testing scenario

We divided the 4-month online advertising network dataset into two equal parts:

1. Calibration data - The first two months of data were used only for the calibra-
tion of profiling method parameters.

2. Algorithm comparison data - The second part of the dataset was used to com-
pare all profiling methods. The values of all method parameters were set to
the calibrated values and were not changed during the algorithm comparison
to avoid the possibility of overfitting the data.

Both 2-month parts of the dataset included approximately 2000 desktop and
1100 mobile users. We divided each user clickstream into learning data and test
data (see Fig. 3). The first several actions in the user’s known history were regarded
as learning data and were used for profile building. The remaining data in the user’s
clickstream was used for profile evaluation. It is important to note, that during
the evaluation of the profile, it was never modified. We define the “profile age” as
the time difference between the creation of the user’s profile and its evaluation.

Fig. 3 The division of the user’s clickstream into learning data and testing data. In this
illustration we divided the user’s clickstream with the length of m + n + 1 by selecting the
first m + 1 actions for learning and the last n actions for testing purposes. Action a0 is the
last action of the learning clickstream and its timestamp t0 is used to calculate the age of the
user’s profile during profile evaluation.

In our experiments we used different sizes of the learning data to build the
user’s profile and did not update the profile during the evaluation stage. This
enabled us to see how the amount of information about a user and the age of
his/her profile affect the quality of the profile. The profile age is defined as the
difference in time between the evaluation event’s time-stamp and the latest event
of the learning clickstream.

We define the quality of a user’s profile Qu as the similarity between the user’s
profile and the categorized content of the website visited by the user. Because both
the profile and the categorized content have the form of a weighted ontology, we
use GCSM as the similarity measure. Obviously, we can only calculate the quality
of the user’s profile for some points in time - when the user actually visited a
website. Consequently, we defined the quality of a user’s profile at a specific time
Qu[t] as described in Eq. (5).
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Qu[t] = GCSM(profile, contentvisit) (5)

We aggregated the individual profile quality measurements from a certain time
period across all users, thus obtaining a cross-user average profile quality in the
time period, denoted as Qavg[t], t ∈ [tmin, tmax]. This enables us to effectively
monitor the average profile quality over time and with respect to the length of a
particular user’s history, used to build his/her profile.

Qavg[t] =

∑
u∈usersQu[t]

nevents[t]
, t ∈ [tmin, tmax] (6)

4.2 Results analysis

In this section we first analyze the behavior of our proposed method with respect
to the length of the user’s known history and profile age, different forgetting speeds
and the influence of using prototype profiles for profile correction. We then compare
its performance to existing methods. We measure the quality of profiles separately
for desktop and mobile user populations.

Prototype Profiles of Web Users. As we explained in Sect. 3.2 we defined the pro-
totype profiles by clustering user profiles into groups using the k-means algorithm.
Our initial experiments on the calibration data showed that k = 200 works best
on this domain. We were also able to confirm this on the algorithm comparison
data.

Predicting Interests Using Web User Profiles. We began by examining how the
length of the user’s known history and profile age affect the quality of the profile,
built by the AverageAction algorithm (see Alg. 1). Fig. 4 shows that the profile
quality of desktop users significantly decreases with age. We can also see that the
user’s long-term interests are generally better modeled when more data about the
user’s past activities is available. This trend is not that obvious with the profile
quality of mobile users (shown in Fig. 5). We can see, however, that the quality of
profiles steadily declines after 24 hours.

Our proposed method uses the time-based forgetting mechanism to calculate
the importance of the user’s past activities. We use three different speeds of for-
getting:

– The AverageAction profiling algorithm, described in Alg. 1), uses no forgetting.
In this case we consider all events to be of equal importance.

– A moderate speed of forgetting defines an event’s importance based on its age
using the logarithmic time-decay function in Eq. 1. We denote the version of
our method (see Alg. 2), which uses a moderate speed of forgetting but does
not use the profile correction, by AverageActionF.

– Extreme forgetting means that we choose to only remember the last user-related
event and forget all the others (denoted by LastAction).
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Fig. 4 A 3-D graph displaying the average desktop user profile quality for the profiling al-
gorithm AverageAction with respect to the age of the profile (time difference between the
creation of the profile and evaluation of its quality) and the length of the learning clickstream
(number of user’s actions used to build his/her profile). Lighter shades of gray indicate higher
quality of user profiles.

Fig. 5 A 3-D graph displaying the average mobile user profile quality for the profiling al-
gorithm AverageAction with respect to the age of the profile and the length of the learning
clickstream. Lighter shades of gray indicate higher quality of user profiles.
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The speed of forgetting for AverageActionF, i.e., the base a of the logarithm
in the logarithmic time-decay function Eq. (1), was calibrated to optimize the
performance of this method for medium-term predictions. We define medium-
term predictions as predictions calculated using a user profile between one hour
and one day old. The value of parameter a was set to a = 100, which means that
after the first minute the event’s importance drops from importanceevent = 1.0 to
importanceevent = 0.53 and after an hour to importanceevent = 0.36.

Fig. 6 Heatmaps displaying the average desktop user profile quality for the profiling algo-
rithms (a) LastAction, (b) AverageActionF and (c) AverageAction.

Fig. 6 shows the average profile quality of desktop users calculated with Las-
tAction, AverageActionF and AverageAction. The user’s very short-term interests
are best modeled using LastAction. As the user’s profile ages, however, this algo-
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rithm’s performance drops very quickly. A moderate rate of forgetting (used by
AverageActionF) is best suited for modeling the medium-term interests and no
forgetting works best when modeling the user’s long-term interests.

Our examination of the effect of the user’s history length on the quality of
the profile shows that the more we know about the user’s past activities the more
accurately we can predict his/her interests. This is shown in greater detail in Fig. 7,
where we compare AverageAction and AverageActionF using learning clickstreams
consisting of 5 and 100 past user events. We can see that the profiles built from
longer user clickstreams give considerably better results.

Fig. 7 A comparison of AverageAction with AverageActionF. The user profiles were built
using clickstream lengths 5 and 100. The left graph shows the average profile quality for (a)
desktop users and the right one for (b) mobile users.

Fig. 8 A comparison of four versions of the AverageActionFC profiling algorithm showing
the benefits of using the time-based forgetting function (labeled with the suffix “F”) and the
profile correction technique (labeled with the suffix “C”). The profiles were built using 5 events
from the user’s known history.
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Our method calculates the final model of the user’s interests by combining
the user’s basic profile with the most similar prototype profile. We calibrated the
weight for profile correction wcorrect (see Alg. 2) with the two-month calibration
dataset. We found that the quality of final profiles increases for all parameter values
in the range 0 < wcorrect < 1. The best results were obtained by using a correction
weight wcorrect = 0.9. The benefits of adding knowledge from the prototypes are
shown in Fig. 8. We see that we benefit mainly from profile correcting when making
medium and long-term predictions.

In both Figs. 7 and 8 we see that we mainly benefit from using the time-decay
forgetting function when making short-term predictions and not so much when
making long-term predictions.

Comparison to Existing Methods. A comparison of our proposed method to ex-
isting methods Sieg2007 [28], Godoy2009 [14] and Daoud2009 [4] shows that our
method greatly outperforms existing methods when very little is known about the
user’s past activities. This is shown in Fig. 9 where we build the user profiles using
only 5 user events. Fig. 10 shows that by increasing the size of learning data to 100
user events, our method still performs much better than Sieg2007 and Daoud2009.
The advantage of our method over Godoy2009 in Fig. 10 is somewhat smaller and
is not easily visible on the graph, but our method still gives consistently better
results.

Fig. 9 A comparison of the proposed method to existing methods with a learning history
length of 5.

We confirmed this by comparing results of the methods with the Wilcoxon
signed-rank [34]. A series of 3× 2× 11 = 66 tests was used to compare the profile
quality measurements from our method to all three compared methods, for both
user populations and 11 different lengths of learning clickstreams, spanning from 5
to 100. We chose the significance level α = 0.0001. There is only one p-value larger
than α - it was obtained when we compared the proposed method to Godoy2009
on mobile users using the learning clickstreams of length 20. All other p-values are
lower than 0.00001. This means that by using the Bonferroni correction (due to
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Fig. 10 A comparison of the proposed method to existing methods with a learning history
length of 100.

a large number of comparisons), we can still assert that AverageActionFC gives
statistically better results than existing methods with the significance level α =
0.01.

Comparison of Desktop and Mobile Users’ Profile Quality. We are also interested
in the possible differences in behavior between desktop users and mobile users. We
suspect the nature and availability of the devices they use to browse the internet
influences their browsing habits. Handheld devices such as tablets or smartphones
are often used outside, on the couch or in bed, whereas desktop computers are
always used while sitting behind a desk.

Fig. 11 A comparison of average profile quality of desktop and mobile users.

The average profile qualities of desktop and mobile users are shown in Fig. 11.
Both graphs show that we are able to make better medium-term predictions of the
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interests of desktop users than those of mobile users. The quality of mobile users’
profiles, however, seems to suffer less from aging. We believe that to draw any real
conclusions regarding the differences in the behavior of desktop and mobile users,
we would need to analyze a substantially larger dataset.

5 Experimental Results on Online Classroom Data

For this experiment we collected server logs from a Moodle-based online classroom
system used at a faculty in Slovenia. We limited ourselves to only authenticated
students who interacted with the online classroom during two consecutive winter
semesters.

Each record in the server logs contained sufficient information to determine
which page was opened by a specific student and at what time this event took
place. All events unrelated to our problem, such as logging in, logging out and
Moodle profile manipulation actions, were discarded as they had no relevance to
our research.

The template ontology for student profiles was constructed from the list of
online courses available in the winter semester and student-related modules in-
stalled in the system. We constructed a three-layer ontology (see Fig. 12) with
the root node on the first layer and all the faculty’s courses on the second layer.
On the third layer we added four child nodes to each second-layer course node.
Each third-layer node represents an aggregation of the types of actions that were
available to the students within an online course:

1. Course - Reading of the course’s content pages.
2. Assignments - All actions regarding assignments, quizzes, polls, etc.
3. Forum - Reading and writing on the course’s forum.
4. Other

Fig. 12 A part of a three-layer ontology representing an event where a student completed an
assignment in machine learning.

Unlike in Sect 4, there was no need for content analysis in this experiment.
Each event in the classroom logs pointed unambiguously to a specific node in the
ontology. We converted every student’s action to a weighted ontology simply by
scoring the appropriate third-layer node with 1.0 (see Fig. 12).
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5.1 Testing scenario

We collected two years’ worth of logs from the online classroom. Because some
students tend to take courses during the winter semester but take the exam much
later (e.g., at the end of the summer semester), we chose to test the profiling
methods on the data from the winter semesters. Much like in Sect. 4.1, we divided
our data into calibration data and algorithm comparison data. We used the data
from the first winter semester to calibrate our profiling methods and the data from
the second semester (approximately 1600 students) to compare the methods.

All semester’s logs were transformed into individual student clickstreams that
we divided into profile learning data and evaluation data (see Fig. 3). The learning
of student profiles and their evaluation was carried out as described in Sect. 4.1.

5.2 Results analysis

In this section, we present the results of profiling online classroom students. We
begin with the discovery of prototype profiles and proceed by showing the impact
of forgetting and profile correction on the quality of student profiles. Finally, we
compare our method to existing methods.

Student Prototype Profiles. We set out to discover the student prototype profiles
in a similar fashion as in Sect. 4.2. The student profiles calculated from the first
winter semester were clustered using the k-means algorithm. Due to the number
and characteristics of the study programs available at the faculty, we limited our-
selves to k ≤ 20. The best results were, interestingly, obtained by using only two
prototype profiles k = 2. We looked into the two prototype profiles and found
where they differ:

– Student prototype profile A (good students) represents students who frequently
visited course content pages and participated in forums, quizzes and assign-
ments.

– Student prototype profile B (lazy students) is an aggregation of student profiles
who mainly visited the introductory pages of study programs and used services
not directly related to the courses, e.g., messaging service.

In the following section we present the results of profiling experiments in which
we used these two prototype profiles to improve the quality of student profiles.

Predicting Interests Using Student Profiles. Our examination of student profile
quality with respect to the number of past events used to create the profile and the
age of the profile shows results similar to those presented in Sect. 4. Fig. 13 shows
that, in contrast to web user profile quality (shown in Fig. 4 and 5), the student
profile quality deteriorates more slowly. This can be attributed to the fact that
the students are often required to complete their homework or other assignments
in a specific time window. The students are also more limited in terms of content
diversity available on the online classroom pages.

During the calibration of the speed of forgetting we saw that the value of pa-
rameter a = 10 in Eq. (1) increases the quality of student profiles when making
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Fig. 13 A 3-D graph displaying the average student profile quality for the profiling algorithm
AverageAction with respect to the age of the profile (time difference between the creation of
the profile and evaluation of its quality) and the length of the learning clickstream (number of
user’s actions considered while building his/her profile). Lighter shades of gray indicate higher
quality of user profiles.

short- and mid-term predictions. Using this speed of forgetting the event’s impor-
tance decreases from importanceevent = 1.0 to importanceevent = 0.36 after one
minute and to importanceevent = 0.22 after an hour.

The value of the weight for profile correction wcorrect (see Alg. 2) was calibrated
to wcorrect = 0.7 and wcorrect = 0.8 for AverageActionFC with and without time-
based forgetting, respectively.

Fig. 14 The effect of time-based forgetting and profile correction on the quality of student
profiles.
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Fig. 14 shows that it is feasible to use time-based forgetting only when making
short-term predictions. The profile correction, on the other hand, greatly improves
mid- and long-term predictions.

Fig. 15 A comparison of the proposed method to existing methods using history lengths 5
and 100.

The comparison of our proposed method AverageActionFC to existing profiling
methods (see Fig. 15) reveals that, as in the previous experiment on web users (see
Fig. 9 and 10), our method outperformed existing methods.

We ran 3 × 5 = 15 Wilcoxon signed-rank tests [34] to statistically confirm
that our method outperformed all three compared methods for each of the 5 dif-
ferent lengths of the learning clickstream. Using the Bonferroni correction and
significance level α = 0.0001 we had no problems confirming this, as all obtained
p-values were smaller than 10−23.

6 Conclusions and Future Work

In this study we propose a new method for building ontological user profiles. The
method uses the user’s history of visited websites to construct the user’s profile.
We employ a time-decay function to model forgetting, which enables us to improve
the quality of interest predictions and compensate for possible drifts in the user’s
interests.

The main contribution of this paper is the technique called profile correction
with prototype profiles. This technique replaces commonly used concept-expanding
techniques, such as score propagation and spreading activation. Instead of expand-
ing the interest scores by exploiting the structure of the reference ontology it adds
information about the interests of similar users to the profile. Our results show
that this technique improves the quality of user profiles and increases the quality
of medium and long-term predictions. We also compare our method to existing
methods for ontological profile building and show that we are able to build better
user profiles. Furthermore, due to the nature of the profile correction technique, its
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use is not limited only to building ontological profiles but can also be used when
constructing non-ontological profiles.

Our study reveals that the quality of user profiles is highly dependent on the
length of the learning clickstreams. As expected, a longer user history translates
into higher profile quality and can, to a point, mitigate the decay of the profile
quality over time. The age of the profile has a decreasing effect on the quality of the
profile. That is, older profiles generally model the user’s interests less accurately.

Related research was often based on very small [9] or simple datasets. Godoy et
al. [13,14], for example, only included web pages from the Syskill&Webert dataset
belonging to four different categories in their experiments. Simulated user behavior
[28] is convenient for the demonstration of a profiling method but the results
obtained have a limited value compared to research conducted on real world data.
We included over 3000 web users from an online advertising network and 1600
online classroom students in our research thus making our results more relevant.

In the future, we will investigate how our method performs on other datasets
and using ontologies built with ontology engineering tools such as [20]. Our in-
vestigation could be further improved by looking into the quality of user profiles
belonging to different semantic segments of the ontology. Possible improvements
of our method include using more than one prototype profile to correct the user’s
profile and making the process of discovering the prototype profiles more scalable
and robust. When dealing with a significantly larger number of users one would
definitely replace the standard k-means clustering with an incremental clustering
algorithm, such as batch k-means [21] or COBWEB [11]. Incremental clustering of
user profiles would also allow us to improve our method by introducing dynamic
prototype profiles that change over time. The selection of the appropriate number
of prototype profiles k remains an open problem that needs to be investigated
further. Additional experiments on more domains and taking into account various
validation techniques, such as the Davies-Bouldin index [5] and the Dunn index
[8], may provide additional insight into this problem.

The user profiles could be further improved by taking into account the season-
ality of popular topics. This would require a substantially larger dataset, preferably
spanning several years. Currently, web user tracking is still typically based on the
use of HTTP cookies. Such techniques are by design unreliable and have recently
raised many privacy concerns [10]. In recent years, we have seen the rise of social
sites and similar websites that require the user to log in to make use of the site’s
services. This eliminates the need for additional user tracking because the users
are highly motivated to do the tracking themselves. We believe the information
about the user activities on such websites would be very suitable for the analysis
of seasonality in the user’s interests.

In this research, we modeled the users’ interests solely on the basis of their
visits to websites. The advertising network data also contains information about
the ads the users saw and clicked on. We plan to build a matrix factorization-
based recommendation system that will also exploit the collaborative information
contained in the data. Due to the nature of the real-world data we expect to be
faced with the cold start problem and are planning to address it by learning to
predict factors for new users and items using user profiles and other contextual
information.
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