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1 Main approaches

The following main approaches to attribute-based learning are considered in
this paper:

• Rule induction

• Decision-tree induction

• Regression-tree induction

• Naive Bayes classifiers

We have included Naive Bayes Classifiers, that is Bayes classifiers which
assume that the attributes are independent, although they are not typically
considered as an AI approach to Machine Learning. They are however of
fundamental importance in principle, and provide a straightforward standard
reference for accuracy comparisons with other more complicated approaches.
In fact, despite its simplicity, naive Bayes usually outperforms other AI ap-
proaches. It is sometimes considered as inferior with respect to the classi-
fier’s comprehensibility, but that too is often not the case. On the other
hand, there are some related approaches that we have omitted from this dis-
cussion: Instance-Based Learning and Feedforward Neural Nets. These are
usually treated separately.

The following can be considered as reasonable representative list of sys-
tems/algorithms of the approaches considered, although this list is by no
means exhaustive:

• Rule induction: the AQ family of programs (Michalski 1983; Michalski
et al. 1986); CN2 (Clark and Niblett 1989, Clark and Bosswell 1991);
ITRULE (Smyth, Goodman 1990).
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• Decision-tree induction: CLS (Concept Learning System; Hunt et al.
1966) as the predecessor of ID3; ID3 (Iterative Dichotomiser 3; Quinlan
1979; Quinlan 1986a); CART (Breiman et al. 1984); Assistant (Cestnik
et al. 1987); C4.5 (Quinlan 1993a).

• Induction of Regression Trees: CART (Breiman et al. 1984); RETIS
(Karalič 1992); M5 (Quinlan 1993b).

• Naive Bayes Classifiers: described for example in (Cestnik 1990) or
(Kononenko 1993).

2 Main technical issues

2.1 Dealing with noise

Learning data from real world domains are often imperfect in the sense that
they contain measurement errors. Moreover, the set of attributes usually
does not suffice for exact classification. In such cases it is typically said that
there is “noise” in data. Basic learning algorithms tend to derive hypotheses
that fit the learning data. In the case of noise, the constructed hypothesis
usually overfits the learning data and yields poor results on testing data at the
same time. Therefore, inductive learning algorithms have been equipped with
special mechanisms to deal with noise, such as tree pruning, rule truncation
and redundancy.

Tree pruning is probably the most used mechanism for handling noise
(Breiman et al., 1984; Niblett and Bratko, 1986; Quinlan, 1986b; Mingers,
1989b; Cestnik and Bratko, 1991). The basic idea is that the branches in a
tree that are not statistically significant should be cut off. As a result, not
only prediction accuracy on an independent data set is improved, but also
the size of the tree is reduced thus making the tree easier to understand. It
is important to note that there are two variants of tree pruning with respect
to when the pruning actually occurs. First, an algorithm can decide whether
to stop or to grow further while constructing a tree. Such methods are called
forward pruning methods (Cestnik et al., 1987). Second, an algorithm can
initially construct a full-sized tree and then prune it backwards. The method
is called post-pruning (e.g. Niblett and Bratko, 1986). Although the differ-
ences between the two approaches are empirically relatively unimportant, the
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latter method is preferred due to its theoretical soundness (Mingers, 1989b).
Several different pruning methods are analysed in the framework of state-
space search in (Esposito et al., 1993). A new pruning method with nice
theoretical background based on minimal description length (MDL) princi-
ple seems to provide an efficient pruning mechanism which avoids use of any
parameter (Mehta et al., 1995).

Rule truncationmechanism is similar to tree pruning, except that it works
on rules instead of trees (e.g. Michalski et al. 1986; Clark and Niblett,
1989; Clark and Boswell, 1991). So, instead of cutting off the branches,
statistically irrelevant attributes are removed from the conditional part of a
rule. Note that rule simplification is usually carried out as a post-processing
of previously constructed rules.

There have also been attempts to handle noise by allowing redundancy

in the learned rules (Cestnik and Bratko, 1988; Gams, 1989; Smyth at al.,
1990). In contrast to tree pruning and rule simplification, which both tend to
reduce the size of a learned hypothesis, here the idea is to construct several
redundant hypotheses that all contribute to the classification of a new exam-
ple. Consequently, due to the large size of such a combined hypothesis, it can
become difficult to understand and explain. Also, the combination of classi-
fications from various sources (hypotheses) can cause additional intricacies.
On the other hand it has also been shown that redundancy usually improves
accuracy. Redundancy may even improve the transparency of induced rules
in that redundant information helps to make some essential associations ex-
plicit (Kukar et al., 1996).

2.2 Approximation of probabilities

The importance of probability estimation in machine learning has been widely
recognised (Niblett and Bratko, 1986; Michie 1989; Cestnik, 1990; Smyth and
Goodman, 1990; Quinlan, 1991; Cussens, 1993). Namely, every inductive
learning algorithm uses several heuristic functions, such as the evaluation of
attribute’s quality, that directly or indirectly take into account probabilities
estimated from data. In practice, there are several methods that can be used
for estimation, such as relative frequency, Laplace’s law of succession and
more general Bayesian m-estimate.

The first, and the simplest, method is relative frequency. It is calculated
as the ratio between the positive examples and all of the examples. It is a
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perfectly good estimator when the sample size is large enough. However, it
performs poorly when there are only few examples to estimate probability
from.

A more spohisticated method is Laplace’s law of succession. For two
classes it gives the following formula: p = (r + 1)/(n + 2), where r is the
number of positive examples and n is the number of all examples. Note that
this method assumes that the two classes are apriori equally likely. The above
two methods are relatively often used in practice since they only require the
knowledge of the values r and n which is normally trivially available.

The third method, calledm-estimate (Cestnik, 1990) or k-estimate (Smyth
and Goodman, 1990), has its roots in Bayesian analysis (Good, 1965). It is
more general than the previous methods since besides the information from
the sample it considers also apriori probabilities. m-estimate has the follow-
ing form:

p =
r + m ∗ pa

n + m

where r is the number of positive examples, n is the number of all examples in
the sample, pa is the prior probability and m is a parameter of the estimation.
To clarify the role of parameter m, the above formula can be rewritten in the
following way:

p =
n

n + m
∗

r

n
+

m

n + m
∗ pa

Note that m determines how relative frequency r/n and prior probability pa

are combined in the final estimation.
When the data sample is large enough, the difference between the three

estimators is relatively unimportant. However, when the sample size is small,
which is often the case in practice, m-estimate clearly shows its advantages
(Cestnik, 1990; Cussens, 1993). The impact of the Bayesian probability
estimation in tree pruning is discussed in (Cestnik and Bratko, 1991).

To obtain better probability estimation than relative frequency or Laplace’s
law of succession one has to sacrifice the simplicity of these two methods.
Namely, in m-estimate two additional parameters are to be determined –
prior probability pa and parameter m. While pa can be relatively safely es-
timated from the whole learning sample (unconditional probability), m, on
the other hand, has to be empirically determined, usually in dependence of
the estimated amount of noise in the data (Cestnik and Bratko, 1991).
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2.3 Heuristics for evaluation of attributes

Inductive learning algorithms typically use variants of greedy search to over-
come the combinatorial explosion during the search for good hypotheses. The
major component of greedy search is a heuristic function that evaluates the
potential successors of the current state in the search space. Such heuristics
measure, in various ways, the impurity of sets of examples with respect to
their class distribution. Current inductive learning algorithms use variants
of impurity functions that are often based on entropy. Impurity measures in-
clude information gain, gain ratio (Quinlan, 1986a), Gini-index (Breiman et
al., 1984), distance measure (Mantaras, 1989), j-measure (Smyth and Good-
man, 1990), G and X2 statistics (Mingers, 1989a; White and Liu, 1994), the
weight of evidence (Michie, 1989), and MDL (Kononenko, 1995). Related to
these measures is also ortogonality measure (Fayyad and Irani, 1992).

All these measures assume that attributes are independent and therefore
in domains with strong dependencies between attributes the greedy search
has poor chances to reveal a good hypothesis. However, it was shown em-
pirically that in most real world problems these measures perform well. To
overcome the myopia of greedy algorithms, a more complex search strategy
can be applied like beam search (Clark and Boswell, 1991), stochastic search
(Kononenko and Kovačič, 1992; Mladenič, 1993), limited exhaustive search
(Smyth and Goodman, 1990), and limited lookahead (Ragaven and Rendell,
1993). In all these algorithms there is a trade-off between the myopia and the
search complexity. More recently a non-myopic estimation function was de-
veloped with algorithm RELIEF (Kira and Rendell, 1992) and its successor
RELIEFF (Kononenko, 1994). It was shown that this function is strongly
related to impurity functions. However, the idea of averaging over a large
number of local estimates in different parts of the instance space enables this
function to detect strong dependencies between attributes. For example, it
efficiently solves parity problems of various degrees.

2.4 Classification

The main goal of every inductive learning system is to construct a viable
hypothesis. Still, when the hypothesis is used to classify a new example, the
question is in which form to express the answer. Moreover, in the case when
several conflicting hypotheses apply the system needs to resolve the conflict.

5



Classification systems can respond either by a single class or a probability
distribution over the classes. The latter is obviously more general. Yet, the
transformation from probability distribution to single class is not always so
simple. Typically, the class with the highest probability is selected as the
final answer. However, there might be more than just one such class. The
details, such as which class is selected in such a case, usually depend on the
actual implementation of the system in use. It is hard to say in general which
of the two forms of answers, categorical or probabilistic, is more desirable.
The final preference depends on the problem domain.

Another interesting issue is how the systems handle combinations of ev-
idence when several hypotheses apply. There are several possible ways to
handle such cases (Pearl, 1988; Cestnik and Bratko, 1988; Smyth et al.,
1990; Cestnik and Bratko, 1991). Again, it is hard to judge the approaches
on a general ground; the actual benefit of each approach depends on the
characteristics of the considered problem domain.

2.5 Evaluation and comparison of classifiers

In the evaluation of classifiers one has to consider:

• accuracy,

• computational complexity,

• descriptional complexity and transparancy of generated rules.

Accuracy on unseen cases is most widely used for comparison. For fair
comparison all algorithms have to use the same training/testing data and
a significance test should be used to assess the differences in performance.
Parameters should be tuned while experimenting with training data, however,
when testing data is used, parameters should be fixed (additional iterations
for parameter tuning should not be allowed). It is now widely recognized that
10-fold stratified cross validation provides most acceptable and reasonably
unbiased way to estimate the performance of different learning algorithms
(Breiman et al., 1984; Kohavi, 1995).

Although accuracy is an important parameter, it has some drawbacks
when classifier’s answers are probabilistic distributions rather than exact de-
cisions and when prior probabilities of different classes vary significantly.
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In such cases, the average information score is a more appropriate mea-
sure of success than accuracy (Kononenko and Bratko, 1991). This measure
eliminates the influence of prior probabilities and appropriately deals with
probabilistic answers.

Computational complexity is another important criterion that has to be
considered when comparing different algorithms. Here comparison is less
clear as results may strongly depend on the implementation details as well
as on underlying hardware. However, at least the order of magnitute of time
complexity is a useful indicator.

For the transparency of generated rules no satisfactory formal method
has been developed yet. The usual procedure is to obtain a human expert’s
opinion about the transparency of the generated knowledge. While symbolic
knowledge representation may be more transparent in some problem do-
mains, less structured representation in terms of numerical parameters (like
list of probabilities, or information gains, or weights of some kind) may be
even more appropriate in less formalised domains, such as medical diagnosis
(Kononenko, 1993).

There are many artificial and real world data sets available which can be
used for comparison of the performance of different algorithms. The most
important collection of data sets can be obtained from Irvine database (Mur-
phy and Aha, 1991) via anonymous ftp (ics.uci.edu). Another collection is
a result of the StatLog project and can also be obtained via anonymous ftp
(ftp.strath.ac.uk). Zheng (1993) defines a carefully selected benchmark of
thirteen real-world and synthetic databases.

For comparison analyses of systems for generating decision trees see two
papers by Mingers (1989a on attribute selection, 1989b on tree pruning) and
also a critical response to these papers (Buntine and Niblett 1992). Esposito,
Malerba and Semeraro (1995) made a thorough experimental comparison of
many tree pruning techniques. For an analysis of a wider range of algorithms
see (Thrun et al., 1991) and the results of the StatLog project (Henery and
Taylor, 1992; Michie et al., 1994).

3 Application aspects

Attribute-based learning has been among all the AI approaches to Machine
Learning the most successful with respect to practical applications. Bratko
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(1993) gives examples of applications and analyses technical advantages and
drawbacks of various approaches. Typical applications include medical diag-
nosis (eg. Kononenko, 1993; Spiegelhalter et al., 1993; Lenz, 1995), predic-
tion properties of materials in manufacturing processes (steel, oil, concrete,
etc., Urbančič et al. 1991). Langley and Simon (1995) review fielded appli-
cations of Machine Learning in which attribute-based techniques dominate.
An impressive scientific application is automatic cataloging of large scale sky
surveys (Fayyad et al. 1993).

The following advantages of attribute-based learning contribute to its
success in practical applications:

• Relative simplicity

• Computational efficiency

• Attributional learning is relatively well understood.

• Attributional learning process is easy to understand by the users and
it is straightforward to apply.

• The attribute-value language is natural in many domains and many
users are used to this representation.

• It is well understood how to handle noisy and incomplete data in at-
tributional learning; there are methods that handle noise very well

However, attribute-based learning also has strong limitations:

• Background knowledge can be expressed in rather limited form.

• Lack of relational descriptions makes the concept description language
inappropriate for some domains.

Attribute-based descriptions are essentially equivalent to propositional logic.
This is not sufficiently expressive for describing concepts in some application
areas which require relational descriptions. For such applications, Inductive
Logic Programming techniques are more suitable, as discussed in (Bratko
and Muggleton, 1995).
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4 Summary of state-of-the-art and open is-

sues

The state of the art of attribute-based learning and some possible topics of
future research can be summarised as follows:

1. The field is well developed and relatively mature compared to the most
of other approaches to ML. It is hard to expect very major break-
throughs in the near future.

2. Some themes for future research are:

• Constructive induction – inventing new attributes.

• Algorithms that can explicitly trade computational efficiency for
improved classification accuracy.

• Mechanisms and criteria for improving the comprehensibility of
induced rules/trees.

• Mechanisms for flexibly taking into account background knowl-
edge within attribute-based learning.

• Systematic methods for tuning the parameters of learning algo-
rithms

Regarding the methodology of experimental practice, it should be noted
that much of this practice is debatable. In particular, researchers often re-
port accuracy results on so called test datasets after the algorithm had been
tuned on the same test set. This in effect changes the role of the ”test set”
and should be avoided. Also, when reporting experimental results their sta-
tistical significance should be assessed. To avoid results due to chance and to
support “fair” partition between training and test data, the widely accepted
experimental methodology involves ten-fold cross-validation.
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